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2. INTRODUCTION 
Data quality are two words that are extensively used in E&P data management, either in a positive sense or 

in a negative one. Generally it is in the negative. Most of us have at some time or other been involved with 

data cleanup projects. These have usually been significant efforts involving a team of workers over a period 

of weeks or months. At the end of these data cleanup exercises, the data is ready for use by project teams. 

However, over time, degradation of the quality seems impossible to prevent and sooner or later, another 

cleanup exercise is needed. 

One of the reasons why it has been so difficult to maintain data of fit-for-purpose quality is because data in 

databases are practically invisible to all but a few data workers who work with the data directly on a daily 

basis. The rest of the community work with the data through applications.  

Most applications today are extremely user-friendly and shield the user from the underlying database. While 

these applications allow for easy creation and manipulation of data, the corresponding data management 

toolkits for these applications and their databases have not advanced at the same pace. 

For example, users are able to easily create new records (interpretations), and by using slightly different 

names for each, create multiple records for what is supposed to be a marker or zone boundary. The creation 

of such multiples of data is mostly due to geological uncertainty which is often due to a lack of other 

supporting data. Such multiple versions of interpretations continue to be prevalent in systems as data 

housekeeping practices generally tend to be weak or non-existent. 

Data quality metrics is an excellent way to provide the kind of much needed transparency on the condition 

of data in databases. Business rules about the data are defined and implemented in a tool that executes 

these business rules against a database at pre-determined time intervals. These business rules generate 

results about the condition of the data that can be aggregated and displayed in a dashboard. The condition 

of the data is a direct reflection of quality that can now be easily visualized if it is web based. 

The National Data Repository (NDR) Data Quality Metrics workstream was created during the NDR11 event in 
Kuala Lumpur in October 2012. From the data quality breakout session that was held, participants not only 
shared their data quality issues but also stressed their desire to see something concrete emerging from this 
workstream that could help resolve data quality issues.  
 
An Initial Working Group (IWG) was then set up comprising the named authors of this report. The IWG 
continued the work after the 2012 conference with some participation from the larger virtual community. At 
the 2014 NDR Conference in Baku, the “I” in IWG was dropped and IWG became simply WG.  
 
The progress of this Workstream is shown in Figure 3.1 below. The key activities during each NDR starting from 
NDR11 in Kuala Lumpur in 2012 where the focus was on understanding the issues around data quality that 
everyone was facing. These issues were consolidated as part of the breakout session and the work progressed 
towards the compilation of a number of introductory slide packs on data quality metrics and business rules 
during 2012 to 2014. Details can be found in Appendix 2. 
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Figure 3.1: The Data Quality Evolution Staircase 

 
At NDR14 in Baku in 2014, three breakouts were held to work on i) Business rules, ii) Tools and dashboards 
and iii) Data correction process. Details of these breakouts are in Appendix 1. With the input from these 
breakouts, work during 2014-2017 focused on developing data quality metrics guidelines that could be used 
by anyone who needed to implement a data quality metrics program. This report is a product of that work. 
 
The next step in this work is about implementation and will be the focus for NDR2017. Data does not create 
value until it is used in business activities and workflows. However, getting to the point where data becomes 
a viable and trusted asset to use effectively in these workflows requires the holistic and rigorous approach and 
methodology that our guides will be focusing on. 
When an organization builds up and maintains its storehouse of quality data and implements a governance 
process based on transparency through metrics and dashboards, possibilities open up. Easy access to good 
data, integrated workflows that do not get interrupted due to missing data, significant reduction of people 
time associated with looking for and checking data are among some of the immediate benefits. While these 
benefits can be quantified and can form a compelling business case, it is a subject in itself and will not be 
addressed in this guide. 
 
Quality data lays the groundwork for us to take the next step forward in capitalizing on the new technologies 
available in the area of data science and analytics. Good decision making can only be based on good data. 
While it is true that decisions are mostly made in the face of uncertainty, the role of the data professional is 
to ensure data is as reliable as it can be to minimize uncertainties for decision makers. 
 
The next frontiers are clearly big data analytics, machine learning and cognitive computing. This makes it even 
more compelling to start implementing a data quality metrics program so that while we start to resolve those 
data issues and challenges that have plagued us for the last 30 years, we also position ourselves to tackle new 
challenges and set up more opportunities to create value in our organizations.  
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3. DATA QUALITY MANAGEMENT 
The basic tenet of data quality management is to provide data of known quality. It is not about ensuring 

perfect quality data. We all work with uncertainties on a daily basis in everything we do and the more 

certainty we have for each decision we make, the more likely will be the outcome we expect. Data is no 

different and if we as data quality practitioners omit to specify the level of quality for data we manage, then 

we have already failed. Because in the eyes of the user, not having a quality rating leaves no option but to 

assume that the quality is inadequate, with the only course of action being to take the time to quality check the 

data before use. This rechecking of data is one of the reasons for a high level of non-productive time in an 

organization. 

 

In any oil and gas organization, the amount of legacy data will be significant and the rate of growth ever 

increasing. It is an ongoing challenge to ensure that relevant data is fit for purpose, much less all data. An 

added complexity is that over time, the way in which a certain data type is collected will change and can be 

more elaborate. The density of points is also likely to change as sensors become more sensitive and detailed. 

All these factors mean that while a data type does not change with time, its properties may and hence the way 

in which we address quality assurance for it will need to be modified appropriately. 

   

Data quality management encompasses the range of processes that are part of the data life cycle, focusing on 

ensuring that at each step of the lifecycle, the quality of the data is preserved to a pre-defined level in line with 

the way the data is to be used. 

 

Therefore, the first step in addressing data quality is to understand the way in which the business uses the data. 

This is best done by ensuring that this work is done in close collaboration with the business. The description 

of how the business uses data is captured in work activities. An example of such a work activity is time to 

depth conversion, or distance along hole to true vertical depth conversion (in a deviated well). Both of these 

activities allow us to identify the main data attributes that are needed for the work activity to be successful. 

Once those attributes are known, we can then define quality rules around each attribute. It then becomes fairly 

straight forward to take these business rules and implement them in a tool that checks these rules in the 

database. 

 

There are many other aspects that need to be covered in a data quality management program, including the 

setting up of a data quality team, definition of roles and responsibilities, data quality checking processes for 

the many data types, official subject matter experts, handling of legacy data etc. Some of these will be covered 

in various places in this guide, not in great detail but with enough information to give you a sense of the 

elements needed.   
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4. DATA QUALITY METRICS – KEY CONCEPTS 
In this section, we look at some of the concepts and terminology that are used in the quantitative assessment 

of data quality.  

 

4.1 HOW IS DATA QUALITY MEASURED? 
What is very important to understand about data quality metrics is what is possible and what is not. It is not 

possible within the context of the work we do in data quality metrics to ascertain if the depth pick of a 

geological boundary is correct. It is not possible to calculate if the measured total depth of a well is correct. 

The list goes on.  

 

While it is mostly not possible to ascertain if something is correct, it is quite easy to assess if something is 

NOT correct. This is where we bring in the concepts of data quality dimensions that are well described in 

textbooks. There are generally around 6 dimensions. 

 

 Dimension Definition 

a. Completeness The proportion of stored data against the potential of “100% complete” 

b. Uniqueness Nothing will be recorded more than once based upon how that thing is identified. It is 

the inverse of an assessment of the level of duplication 

c. Timeliness The degree to which data represent reality from the required point in time 

d. Validity Data are valid if it conforms to the syntax (format, type, range) of its definition 

e. Accuracy The degree to which data correctly describes the "real world" object or event being 

described. 

f. Consistency The absence of difference, when comparing two or more representations of a thing 

against a definition 

Content adapted from “THE SIX PRIMARY DIMENSIONS FOR DATA QUALITY ASSESSMENT”, 

DAMA, UK 

 

The easiest dimension to start with is “Completeness” and this is where we will focus many of the examples in 

this guide. 

 

Databases are generally comprised of rows of data, each row containing cells which store attributes pertaining 

to that row of data. In a personnel database, a data row can relate to a person and the attributes could be name, 

date of birth, gender etc. 

 

Let us set up some details of this simple personnel database. 

 

Database name:  Personnel 

Table Name:  Staff 

Attributes:  Name 

   Date_of_birth 

   Gender 

 

If we define that name, Date_of_birth and gender are mandatory attributes, then it is a fairly simple process to 

check when one or more of these attributes are incomplete by running a query to count how many of each are 

not entered.  

a. We state a rule that says “Date_of_birth must be filled in” 

b. We write a query to check the rule 

c. If the rule fails (ie, Date_of_birth field is null), it is considered an error 

 

If there are 10 records in the database belonging to 10 different people, then if Date_of_birth is missing in one 

of them, the error is 1 in 10 or 10%. The quality of the attribute Date_of_birth in the database is taken as 

100% - 10% = 90%. 
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Let us now review the earlier comment that it is easy to show that something is not correct. Take for example, 

the base of a geological formation is recorded at 7800 Feet. If the Total Depth of the well is recorded at 7500 

Feet, then one of the two is wrong. At this point we know one of them is wrong but we do not know which. If 

there are more records below 7500 feet, then we know with a higher level of certainty that the total depth is 

wrong.  

 

In another example, if we have wells in the database where the Derrick Floor Elevation (DFE) is greater than 

100 meters, we know that these values are wrong because it is a physical impossibility to have a DFE of 100 

meters.  

 

These are simple data checks that are very easy to implement in a data quality metrics tool and which can be 

repeated at predefined times.  

 

4.2 SINGLE QUERIES AND LIMITATIONS 
Most of us who have worked as data managers or data users will have used SQL (Structured Query Language) 

for data retrievals. We may have used other types of programming languages such as Perl, Python etc, to 

retrieve data depending on the data structures. It is assumed that most structured E&P databases around the 

world today are relational in nature such that some form of SQL language will be the main one in use and 

familiar by the majority of readers. Therefore, examples of queries in this guide will be formulated as SQL 

queries. 

 

A single query used to check an aspect of the database can be seen as a single metric. As we defined in section 

4.1 above, a metric is a measure about the data. A data quality metric is therefore a measure about a certain 

quality aspect of the data. 

 

From our example on Date_of_birth, we can now write a query against the personnel database, which is of 

course a relational database. Here is the SQL: 

 

Select count(Date_of_birth) from Staff where Date_of_birth is null; 

 

This query will count the number of records which do not have Date_of_birth entered. 

 

Note that this query will only return one figure and that is the number of records where the Date_of_birth field 

is empty. It will not calculate the quality rating as we defined above. Calculation of quality ratings are the 

result of specific mathematical formulae which require different numbers stored in variables.  

 

The main learning from this section is that while a business rule can be implemented as a query, and one can 

write many individual business rules to check different quality aspects of the data, the automation of these 

queries and the aggregation of results into dashboards is outside the general feature set of standard SQL. To 

do this we need to make use of software tools. This is discussed in detail in Chapter 7 on implementation. 

 

We will be elaborating the idea of sets of queries in the next section. 

 

4.3 THE CONCEPT OF SETS 
A query set is a collective of individual queries or metrics. When we attempt to measure quality aspects of 

data, it is always to do with checking multiple conditions of a number of attributes for each data type.  
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Figure 4.3.1: Business rules sets 

 

In Figure 4.3.1 above, a data type comprises a number of attributes which in turn comprises a number of 

business rules. Each business rule is part of a set of business rules about an attribute. Each attribute is part of a 

set of attributes about a data type.  

 

The use of set concepts allow for implementations that are: 

 Flexible –  Numerous queries of the same granularity can be built per attribute. 

 Scalable –  The architecture of the metrics application and dashboard can operate on   

   a local, regional or global scale. 

 

4.4 TARGETS 
A target in our terminology is any database or container housing the data that we run the query or metric 

against. Database targets may be situated in a local setting, across the network or even globally in different 

countries.  

 

4.5 THE AGGREGATION PRINCIPLE 
When we move to the implementation stage, what we are looking for is that the metrics results for all rules 

are effectively grouped for each attribute. Then the results for all attributes are effectively summarized at 

each node level. This makes possible a fully flexible and scalable system all the way from local to global. 
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Figure 4.5.1: Aggregation Concept 

 

Even better, it means that a data quality program can become an ongoing and long term effort, allowing a 

practical approach that focuses on data issues one step at a time, but in such a way that it is continuously 

progressive and moves the quality of data into better and better shape. 

 

In other words, in the initial phase of the data quality program, the organization could decide to address just 

10 business rules, or 10 checks on a particular data type. Once the business rules are implemented as queries 

and run against the target database, the results may show a large number of errors, translating into poor quality 

in the dashboard. 

 

The next step would then be to set up a team to work on fixing the errors in the data. By doing this, the 

number of errors picked up by the system will get less and less. The resulting quality levels will improve until 

all errors are fixed. At this time, the data can then be considered quality checked with respect to the business 

rules in place. 

 

The project then moves to the next phase where another 10 business rules (different from the previous 10) are 

defined and implemented. We now have 20 business rules running against the same database. While the first 

10 would still pick up no errors, the new 10 would likely show errors. The overall quality will now drop but 

then a phase 2 cleanup would eventually result in all errors being fixed. In this way, the data quality program 

can be continuous and long term. 

 

From an organizational perspective, the data gets progressively better and as the system will continuously be 

running the checking queries in the background, data quality cannot deteriorate without being caught.   
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4.5.2: Aggregation concept applied to an organization 

 

Using this aggregation, an enterprise dashboard will be very feasible to implement such that top management 

can have a single consolidated view of the quality of the data. This view can come from a very complex set of 

databases and data types from across the enterprise, whether locally or whether from data centers located in 

different countries. 

 

4.6 THE COMPOUNDING EFFECT OF REUSABLE QUERIES AND MULTIPLE TARGETS 
In section 4.2 above, we discussed single queries run directly from SQL. These are generally done one at a 

time, against one database. If one had to do that against numerous databases spread across a network, it 

rapidly becomes prohibitive. 

 

When considering a data quality metrics tool, a key consideration is that queries are re-usable against multiple 

database targets which use the same data model. So a query only needs to be written once, stored in the query 

database, and linked to multiple targets, allowing the application to loop through each of these targets one by 

one. 

 

Consider then multiple queries (metrics) around a data type, running against multiple targets. 10 queries 

running against 10 database targets results in 100 checks. 100 queries running against 10 databases result in 

1000 checks. The number of data quality checks increases rapidly. And because the firing of the queries is 

automated by the application, it means that data quality managers can now focus on the results and not on 

working to get the results. 
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5. DATA QUALITY DASHBOARDS 
A dashboard is a visualization of certain properties of data in one or more databases that provide information 

about the condition of the data that we are interested in. Dashboards come in many forms and can be 

presented as dials, switches, lights, graduated scales and so forth. The examples we will be discussing are in 

the form of an N x M matrix, where N = rows = data types and M = columns = business entities. These 

entities can represent business teams, larger organizational units or separate component companies that are 

part of a multinational organization. 

 

 
Figure 5.1: Matrix dashboards used in this guide 

 

5.1 THE VALUE OF DASHBOARDS 
Databases are typically hidden from most people except for data managers who work directly and frequently 

with the data either through data management applications or directly with query languages. This is one of 

the main reasons why data quality degrades quickly over time – people unintentionally create a “mess” in the 

database and do not see it. The “mess” progressively gets worse, again without anyone noticing it. By the 

time it is recognizable, it is already unmanageable. 

 

Data Quality Dashboards are an excellent and possibly the only way, to create easy transparency about the 

quality of data in a database. With transparency, feedback is possible. This feedback tells anyone about the 

trend in data quality – whether it is improving or degrading.  

This then makes governance possible and effective. When data quality dashboards are measurable, 

improvement target setting and monitoring is also possible. This will be covered in subsequent sections.  

 

5.2 DASHBOARD TYPES 
Dashboards come in a wide range for many different purposes. To get started with data quality metrics, a 

small number of basic dashboard will suffice and will go a long way to progressively improving data. 

 

5.2.1 DASHBOARD BY DATABASE 
The first we will discuss is the dashboard by database. The purpose of this dashboard is to give you a feel 

of the overall quality of data in each database. Depending on the database, the number of data types can 

be very large. Therefore you may need to make some decisions about which data type or types you are 

going to track and then schedule the development and implementation of the business rules queries for 

these data types in order of priority. 

 



 

 

20 

 
Figure 5.2.1.1: Database oriented dashboard 

 

This type of dashboard allows you to answer the question “How good is the quality of data in my 

database”. It is important to specify and display in the dashboard the data types that are being monitored 

to manage expectations and avoid misconceptions about the value of the dashboard. 

 

5.2.2 DASHBOARD BY DATA TYPE 
The next type of dashboard we will discuss is the dashboard by data type. This dashboard looks at the 

same data type across one or more different databases. The business rules for each data type will be the 

same across all databases included although the query written against each database will be different due 

to data model differences. The schematic shows the relationships of the dashboard to databases. 

 

This dashboard helps to answer the question “How good is my well header data?” or “How good is my 

Checkshot data?” When used in the context of “master” data defined as being the “single source of truth”, 

then it would make sense to have these data types kept in one properly managed and governed database 

only. 

 

If one wants to get a good sense of the quality levels of particular data types across different data bases, as 

might be the case of well header in the geological, petrophysical and well engineering corporate 

databases, then it would be appropriate to implement this type of a dashboard. 

 

 

 
Figure 5.2.2.1: Data type oriented dashboard 

 

5.2.3 DASHBOARD BY PROJECT 
This type of dashboard addresses data quality in the project space. In a sense, this is the best place to 

measure and maintain the level of data quality based on agreed business rules. This is where work is 

ongoing and live and where decisions are going to be made. Ensuring fit-for-purpose data quality in this 

workspace is essential to making good business decisions. 

 

Typically, in such a project workspace, the architecture would be set up to run multiple projects in the 

same space or instance. Each of these would be separate work areas which are accessed and used by a 

small number (4-10) of workers. They would work in this collaborative space and share data and 
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interpretations. Housekeeping is generally a problem and without the transparency of metrics, the dataset 

can usually get a little messy with multiple versions of data that can easily lead to ambiguity about which 

interpretations are the official ones. 

 
Figure 5.2.3.1 Project oriented dashboard 

 

A dashboard like this helps to make the data in projects transparent, forces housekeeping activities to take 

place because of this transparency and through the business rules, ensures that data errors are quickly 

addressed.  

 

5.2.4 DASHBOARD BY WORKFLOW 
Workflows represent the ways in which organizations carry out their work activities. Efficient workflows 

result in efficient organizations. However, workflows break down when the data that feeds these 

workflows are either not available or are incomplete or not up to certain quality levels at the time they are 

needed.  

 

This kind of data quality dashboard addresses all the data types required for a particular workflow. In its 

most basic form, the metrics will check to make sure that all mandatory attributes are present (the 

dimension of completeness). This will help ensure that the workflow will not breakdown because of 

missing data. 

 
Figure 5.2.4.1: Workflow oriented dashboard 

 

5.3 GOVERNANCE DASHBOARDS FOR SUSTAINABILITY 
Dashboards create unprecedented transparency and are enablers for progressive tracking of data quality 

improvement initiatives. Quality aspects of data in databases have typically been very elusive and difficult to 

sustain. When we define business rules, embed these in a data quality tool and see the results in a dashboard, 

we can make sure that data correction activities take place to address the errors. By removing these errors, 

the dashboard quality percentages will visibly increase and even improvement trends can be shown. 

 

The good thing is that once the rules are encoded, they will keep checking the same aspects defined in the 

business rules, as frequently as the rules fire. This can be daily, weekly etc. depending on how the 

organization sees the rates of changes expected in the data. Any further or future degradation in these aspects 

of the data will be immediately picked up by these business rules. 
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We are then free to define and add more rules thereby progressively making the data quality checks more and 

more extensive and robust.  

 

To make all this effort sustainable, it will be important to set up a governance team to oversee, monitor and 

intervene as required. This team should be comprised of relatively senior members of the organization who 

have enough authority to ensure the necessary corrective actions are taken by the accountable parties in 

charge of the data. 
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6. BUSINESS RULES – GETTING STARTED 
This section will discuss a number of important aspects about business rules. Without a proper set of business 

rules defined according to certain guidelines, it is not possible to achieve buy in, approval and credibility for a 

data quality metrics program. Data quality projects are done for the business and these rules need to be 

relevant. 

 

The guidelines provided here will be rather brief but will contain enough information such that a team 

embarking on a data quality initiative will be able to get started and to define and implement some business 

rules on their own.  

 

This section should be used in tandem with Part 2 : Business Rules which has a starter set of 241 business 

rules covering 18 basic data types. 

 

6.1  WHERE DO WE START? 
When approaching data quality metrics from the ground up, it is usually good to try and get traction and 

results as quickly as possible. Assuming that the organization in general is new to this methodology, early 

results will create awareness and enable better understanding of what quality metrics can bring in terms of 

value and transparency. 

 

It is best to pick a small data area to work which has some or all of the following characteristics: 

- Recognized as a recurring problematic area 

- Simple in structure and not too complicated 

- Fairly easy to address but repetitive 

 

Such a typical area is the well header data type. It is required for use by everyone. It has a small list of key 

data attributes but getting all these right somehow presents a challenge. Addressing the problems is usually a 

matter of checking against final well reports and most of the time this is a manual effort, takes time and is 

usually not seen as a high priority. And yet, errors in this data type can have repercussions along the value 

chain e.g. missing or wrong DFEs (Derrick Floor Elevations) translate to wrong hangpoints in well correlation 

panels.  

 

By starting with something simple, results can be achieved, shared and discussed sooner. This typically helps 

generate more ideas for addressing other data areas. At the same time, data errors for each area addressed can 

be included in data cleanup programs which allow for improvement progress to be demonstrated and tracked.  

 

6.2  DECIDING ON PRIORITIES 
A data quality program is long term and not something that is completed in a few months. Sustainability is 

always a key consideration and has to be designed into the strategy and workplan right from the start. 

Therefore, short term milestones with tangible and meaningful results are critical when deciding on the 

priorities for the program. 

 

There are many aspects of a data quality program to be considered but we almost never have the luxury of 

unlimited resources, skills availability and business drive to put a fully-fledged program into place. Usually it 

will be start small, demonstrate value and progressively extend the program. 

The figure below provides a map of the main components of a data quality program to be addressed. From this 

map, a number of key activities can be selected for the initiation of the program.  
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Figure 6.2.1: Key elements in a data quality program 

 

Without doubt the first priority is to get management support. In doing this, a clear articulation of the data 

quality problems needs to be made and the (quantified) value of improved data quality to be documented.  

 

The selection and phasing in of the various components in the above figure will be dependent on the goals of 

the data quality program. For instance, if the intent is only for a local implementation, then infrastructure will 

not be a big dependency and priority. However, if a global implementation is the aim, then infrastructure will 

be a high priority. 

 

As an example, the following set will provide for a small but robust implementation: 

- Management support 

- Roles & responsibilities 

- Data quality coordinator 

- Data quality metrics tool 

- Business rules 

 

6.3  CONSTRUCTING BUSINESS RULES 
The implementing of business rules in a data quality metrics system is a two-step process. The first step is to 

define what the business rules are and the second step is to translate these business rules into code that a 

system can use. We will cover both of these briefly and discuss the second in more detail in the section 9.3. 

 

Once you have selected a data type to work on, e.g. checkshot data, the next step is to understand the main 

attributes and characteristics of checkshot data that make this data type meaningful and enable the relevant 

business activities to be carried out. 

 

Consider our checkshot data example. Checkshots are taken with the aim to create time to depth curves that 

will allow for depth related data (logs, geological markers, stratigraphy etc.) to be translated into the time 

domain so that they can be correctly inserted into a seismic section which is in the time domain. 

 

Therefore, the business rules that we try to define around checkshot data should be on those characteristics of 

checkshot data that need to be within a certain range, of a particular type or conform to some standard. Some 

of these characteristics, such as units of measure, are easy to address and build checks around. Other 

characteristics that require specific and specialized business knowledge require the services and input of a 

business expert, usually known as the SME or Subject Matter Expert.  
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The table below is an example of how we define and classify business rules around a data type. The Rule ID 

must be unique so that we do not get confused between similar business rules and do not create duplicates. 

The Data Attribute column specifies the attribute of the data type we consider relevant. The Business Rule 

column states the condition needed for that attribute. The Dimension column refers to one of the (usually) six 

data quality dimensions. These are: 

Completeness  Uniqueness  Timeliness 

Validity   Accuracy  Consistency 

 

The Remarks column is to be used for any remarks that are considered relevant for this business rule. 

  

Rule ID Data Attribute Business Rule Dimension Remarks 

CHK-01  Checkshot Name Well Checkshot name must 
follow the standard naming 
convention 

Conformity   

CHK-02 Ref Well UWI Each Well Checkshot must 
identify the well it is attached to 

Integrity   

CHK-03 Shift Value Raw Well Checkshot must have 
zero shift value 

Accuracy   

CHK-04 Survey Depth Well Checkshot survey depth 
should be within 0 and 15000 
respectively 

Accuracy   

CHK-05 Survey Depth Well Checkshot last depth 
surveyed must be less than the 
Final Total Depth 

Consistency   

CHK-06 Survey Depth 
Datum Offset 

Well Checkshot datum value 
must be at sea level (zero) or 
close to well KB (+- 10 range) 

Accuracy   

CHK-07 Survey Depth 
Datum Offset 

Well Checkshot survey depth 
datum value must be  greater 
than zero for non-sea level 
reference datum 

Accuracy   

CHK-08 Survey Depth 
Reference Datum 

Well Checkshot survey depth 
reference datum  (SL/DF/KB) 
must be defined 

Completeness   

Table 6.3.1: Business rules for seismic data 

 

6.4  IDENTIFYING THE APPROPRIATE SUBJECT MATTER EXPERT (SME) 
In most organizations, Subject Matter Experts (SMEs) typically sit within the business where they play a 

business advisory role either full time or within the capacity of their operational roles. These SMEs are critical 

to ensure that business rules created are pertinent to the business. In addition, the signoff of a business rule by 

the SME creates the necessary credibility needed to ensure that the business takes ownership of it because the 

data errors that the data quality system uncovers, for that rule, will need to be fixed by the business. 

 

Regardless of the structure of the organization, the appropriate SME for a particular data type or area should 

be formally nominated by the business and accorded the necessary authority to define business requirements 

and business rules. Ensure that this process is documented and that all parties involved are aware of it.   

 

The role of the SME should also be defined within the context of the development of business rules and the 

QC of the data. The elements of this role typically are: 

- Identify the business workflows associated with a given data type (e.g. checkshots) 

- Identify and rank the data problems to be resolved 

- Decide the milestones for when each of these problems are to be resolved 
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- Develop the Quality Control workflow(s) for the datatype and/or subtypes 

- Verify and sign off on data that has been Quality Controlled. 

 

It is worth emphasizing that SMEs are usually extremely busy people and therefore it is important to ensure 

that their time is effectively utilized in any data quality activities. The data management team and data quality 

coordinator need to make sure that the legwork, data preparation, preliminary QC and collation of relevant 

documents, are done first. The focus of the SME role is to review all preliminary work, consult relevant 

documents and perform final verification and sign off. In this way, the use of the SME will be much more 

effective and will make the process a more sustainable one. 

 

6.5  THE VERIFICATION PROCESS 
The figure below provides a simple process description of how each business rule can be verified and the key 

role involvement at each step.  

 

 
 

Figure 6.5.1: Business rule verification process 

 

1. The definition of the business rule should be done by the SME but facilitated by the data quality 

coordinator. This is because every SMEs will have a different idea about what business rules mean 

and will have little knowledge about how to craft these such that they can be effectively translated 

into a query. The data quality coordinator will help the SME to structure the rules and granularity in 

the right way. 

2. The implementation of a business rule in the data quality metrics system will be done by the data 

quality coordinator or a developer under the supervision of the DQ coordinator. 

3. Running and testing the implemented business rule should be first tested by the developer and the data 

quality coordinator. If they find that it works as expected, then they will need to get the SME to 

review the results.  

4. If the results reviewed by the SME are acceptable, he/she can sign off on the rule and it can then be 

made official. 

5. If the results of the business are not acceptable, the process moves back to step 1.  

 

6.6  MANAGING BUSINESS RULES 
At the outset of a data quality metrics program, the number of business rules and their related queries in the 

data quality system will be small and will not pose a problem of any kind. However, planning for how to 

manage these business rules or queries within the query library or database needs to take place right at the 

beginning of the program. With any successful data quality program, the number of business rules will 

continue to increase with time. This figure can grow to a few thousands in a few years. Typical problems that 

will be experienced are: 

- To make a data area more robust, we need to add more business rules. What have we 

implemented so far? 

- I need to check if we have a particular rule already implemented. 

- In which databases have we implemented a given rule? 
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These are some questions that may appear after the system has been in use successfully for some time. In 

order to be able to easily address them, it is recommended that as a minimum, the following should be done. 

- Make conscientious use of the guidelines for standardizing query structures given in section 7. 

- Capitalize on the use of query sets as this will enable easy reference of related queries within the 

same context. 

- Maintain the granularity structure of queries as consistently as possible.  
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7. BUSINESS RULES – IMPLEMENTATION 
In the foregoing section, we discussed some of the practical aspects of business rules and how to get started 

with defining these rules so that they are relevant to the business. In this section, we will be discussing how to 

go about implementing these business rules as queries in a data quality metrics tool. 

 

7.1 DECIDING ON A DATA QUALITY TOOL 
There are many data quality tools available on the market today. Deciding which one to use can be 

difficult due to the different features each one has which can make comparisons a real challenge. Some 

key features that you should be looking for in a data quality metrics tool include: 

 

- Easy to understand and use. 

- Straightforward to construct and implement business rules. 

- Manages the library of business rules. 

- Handles sets of business rules. 

- Handles results aggregation. 

- Can present results as a dashboard. 

- Allows drilldown to where the errors are. 

- Low bandwidth requirements and allows for inclusion of remote targets. 

 

If there is already a data quality tool in your organization, you should start to learn and use it. The 

discussion of business rules and approach in this guide can apply for any tool. 

 

It is not the intent of this guide to explore the many data quality tool options that are available or to 

recommend or endorse any specific tool. In order to discuss implementation in a practical way and to 

avoid being abstract, we have selected IQM from Exprodat Inc. and will be discussing implementation 

aspects using IQM as our example. Details of IQM are used with kind permission of Exprodat Inc. 

(www.exprodatusa.com). 

 

7.2 THE IQM TOOL 
In this section, we will cover the IQM tool in brief with the intention to give you a sense of what 

implementation looks like. You can expect to get a sense of what database targets mean, how queries 

get grouped into sets and how metrics help us to identify and find erroneous records deep in databases. 

 

Figures 7.2.1 and 7.2.2 below show the main screen of IQM and the main results areas accessible.  
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Figure 7.2.1 Main screen of IQM 

 

 
Figure 7.2.2 Main results categories 

 

 

7.3 IMPLEMENTING BUSINESS RULES IN IQM 
Once a business rule has been defined, the next step is to implement it in IQM. Figure 7.3.1 illustrates 

how this is done. The main purpose of this section is to show you the how such rules are implemented.  

 

There is a header and a footer section for information about the business rule. Then there are three 

sections, the total count script, the error count script and the error report script as shown in Figure 7.3.1 

below. 
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Figure 7.3.1 Anatomy of a business rule in IQM 

 

The error report script generates output like that shown in Figure 7.7.1. These records make it easy for 

the data practitioner to identify erroneous records and address the issues found directly in the database. 

7.4 LINKING UP TO DATABASE TARGETS 
A business rule implemented as a query in IQM is not much use until it is linked to an identified target 

database or a number of target databases. Once that is done, the query will ‘fire’ according to the 

timing set when the query was created. This can be daily, weekly, monthly etc. When the query fires, it 

is run against the targeted database or databases. 

 

 
Figure 7.4.1 Database targets and query sets 
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A query can be linked up to many databases. The only condition is that the data structure of those 

databases which this query is checking must be identical. 

 

7.5 USING BUSINESS RULES IN A SET 
In the same way that a business rule can be used with multiple databases of the same model, it can also 

be used in more than one query set. As discussed in section 5.6 on Aggregation, the results of all 

business rules in the same query set is aggregated to show the combined results for all queries within 

that set. 

 

This becomes meaningful when looking at data types where the quality rating of that data type in a 

database is a combination of several business rules together.  

 

In Figure 9.4.1 above, the query is a member of two query sets whose IDs are 122 and 8 and query set 

names are “CDB WELL OLM” and “Deviation Data” respectively. 

 

7.6 UNDERSTANDING THE RESULTS 
The proper usage of any data quality tool requires understanding of its many aspects such that one is 

able to address issues with the data. In this section we explore only one such thread that allows for 

quick access to error reports with IQM. 

 

From the main menu, several types of results can be accessed. We show here the “Results by Query 

Set”. As discussed previously, the use of query sets allows us to group different business rules that test 

different aspects of the same data element or data type, making it easy to ensure that these business 

rules are simple and of the same granularity. 

  

In our example, we will use deviation data which is one of the basic data types and is seen in all 

well/hole systems. The “Results by Query Set” lists down all the query sets within the current 

implementation. We show here just the line item for deviation data and how we can use it to further 

drill down to the errors. 

 
Figure 7.6.1 Selected row from the “Results by Query Set”screen 
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On clicking the text “Well position”, IQM will then list out all the queries that are part of the 

Well position query set. All well position related queries for all databases targeted will be 

shown. In this example, we only show the subset of deviation data pertaining only to the database R5K, 

for which 6 business rules are defined for positional data. 
 

 
Figure 7.6.2 Overview of all business rules for deviation data for database CDB-Well 

 

We will use the query whose Query ID is 1436 - “R5K: OW Well directional surveys with azimuth not 

0-360 degrees”. 

 

The purpose of the foregoing section is simply to illustrate obtaining an overview of all the related 

queries of a data type. We will now describe the drill down to error results.  

 

We return to Figure 7.6.1 and click on the arrow icon  . 

 

 

That icon will take us to another screen that will show all the associated queries. We will not show all 

those queries but only the query that we selected earlier, i.e. Query ID 1436, Target ID 5 - “RSK : OW 

Well directional surveys with azimuths not 0-360 degrees”. This is shown in Fig.7.6.3 below. 

 

 
Figure 7.6.3 Line showing details of Query ID 1436, Target ID 5 

 

If the quality % shown in the second last column is less than 100%, then it means that there are still 

some records that failed the business rules implemented in this particular query, i.e. there are records 

for which the azimuth is not within 0-360 degrees. The number of those erroneous records is shown in 

the third last column entitled “Total Errors”. In this example there are 2 records which fail the rule. 
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Figure 7.6.4 Blow up of the last 4 columns of Figure 7.6.3 

 

7.7 IDENTIFYING AND FIXING THE ERRORS 
From Fig 7.6.4 above, clicking on the hyperlinked number of 2 would trigger IQM to generate a table 

of those 2 erroneous records, providing also enough metadata to enable the data manager to pinpoint 

exactly which records they are in the database.  

 

The two error records are shown in Fig 7.7.1 below and show clearly that the azimuths are outside of 

the valid range of 0-360 degrees. 

 

 
Figure 7.7.1 Error records showing azimuths not within 0-360 degrees 

 

IQM also has an option to save these records into an Excel spreadsheet. With this kind of information, 

every single record that fails a business rule can be pinpointed and fixed. Some errors are easy to fix 

and may possibly be addressed using automated methods. Others will need to be checked and corrected 

manually. 

 

Whichever approach is taken, a data quality metrics tool like IQM enables data quality workers to 

precisely pinpoint where errors exist and to systematically remove them from the database over time. 

Every single error that is removed contributes to the overall improvement of the quality of the data that 

is continuously tracked and measured in the dashboard. 
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8. IMPLEMENTING A DATA QUALITY PROGRAM 

8.1 UNDERSTANDING THE BUSINESS PROBLEMS 
When we embark on any business improvement initiative, it is really important to understand clearly what the 

problems are. If that understanding is not there, then we are likely to be ineffectual with the solutions that we 

try to put in place. 

 

The EP value chain uses a very wide range of data types, typically around a hundred depending on the 

definitions and granularity levels in use within the respective organization. This means that each data type will 

come with its own set of problems in addition to common and generic problems seen for all data. Therefore, 

as discussed previously, there is a strong need to collaborate with subject matter experts to derive a good 

understanding of data problems.   

  

The systematic documenting of such data problems across the range of data types forms part of the corporate 

memory for a data quality program and is something that needs to be carefully designed and managed from 

the outset. It is not about designing a very complex and comprehensive structure but more about getting basic 

facts about business problems in a simple and practical way so that it is easy to resolve them going forward. It 

is also about inculcating the discipline to consistently document these so that they can be constantly re-used 

and referred to in a long term, sustainable effort.  

 

8.2 SETTING UP A DATA QUALITY TEAM 
A data quality program will not run itself and assigning such a role as a part-time activity to people with 

existing full time roles is very likely to result in failure. The setting up of a dedicated data quality team is 

therefore a key requirement of any data quality program. The structure of the team will vary depending on the 

objectives of the program. 

 

A 2-person team should be seen as an absolute minimum and the roles and responsibilities are outlined below. 

 

Role Role Descriptors 

Data Quality Team Lead - Defines the requirements for the program 

- Identifies and structures the data problems to be resolved 

- Develops the workplan and timelines 

- Engages and secures Management support 

- Develops the stakeholder map and relationship management 

- Defines the architecture requirements 

- Defines roles and responsibilities 

Data Quality Executive - Reviews possible tools and sets up required budgets and approvals 

- Carries out implementation together with IT 

- Defines, develops and implements business rules in accordance 

with the roles and responsibilities defined by the Data Quality Team 

Lead 

 

    

8.3 GOAL SETTING 
Any data quality program must have goals. There needs to be both short and long term goals. Long term goals 

need to be defined because data quality programs tend to span  substantial periods of time, the two main 

reasons being the large amount of legacy data that needs to be addressed and the need to change the way that 

people work. Both of these factors will have played contributing roles to the current and presumably poor 

state of the data that is necessitating a data quality program to be put in place. 

 

In order to be sustainable, the program needs to show early results including results at regular intervals along 

an agreed timeline. These short term goals need to be clearly laid out and success along these points develops 
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credibility for the program which is extremely important for continued ownership and support by all 

stakeholders.  

 

When setting initial goals, it is always good to start with basic data. The reason is that basic data are mostly 

simple and can produce measured results that are straightforward and not ambiguous. The first data type in 

any oil and gas related effort is almost always well header. Without this data type, none of the other well 

related data types have a reference point. Therefore from a business perspective, it also makes sense and 

carries the right priority. The initial goal can then be as simple as working to get the well header data of all 

wells into shape. The next goal is then to define what “getting well header into shape” means. This will then 

require some definition of the mandatory attributes the company wants in place, which then ends up being a 

sort of “standard” for the company. From there, the business rules around the mandatory attributes can be 

developed. 

 

If an approach like this is taken, by breaking down the overall problem into smaller chunks, then multiple 

goals can be set along shorter timelines and the overall data quality program becomes much more realizable, 

results driven, credible and rewarding for all participants and also to management. 

 

8.4 IDENTIFYING TARGET AREAS AND PHASING OUT THE INITIATIVE 
The intensity and extent of your data quality problems will be the key factors in helping you decide how you 

should develop your data quality program. Prior to showing any results, it may not be easy to demonstrate 

clearly the business value. Therefore a good approach is to progressively develop the program one step at a 

time and at each step, implement milestones and demonstrate results and business value. The following 2 

figures below provide a guide to how this can be done. 

 

In Figure 8.4.1, the various parts or activities of a typical data quality program are described. Not all of these 

need to be in place all at the beginning. For example, a good starting point might include, 

- Develop a data quality strategy (this can be refined in time). 

- Put in place a Data quality coordinator. 

- Secure Management support. 

- Implement a data quality tool. 

- Develop some business rules and implement these. 

- Communicate . 

 
Figure 8.4.1 Typical focus areas in a data quality program 

 

 

In addition to the components represented by Fig. 8.4.1, a decision is also needed on the kinds of data that are 

to be addressed at the beginning of the project. Fig.8.4.2 below is a classification scheme that can be used for 

this purpose. An initial focus on basic data types will help to ensure early success. 
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Figure 8.4.2 Classification scheme for digital data 

 

8.5 PROJECT MANAGEMENT CONSIDERATIONS 
As with any other project, it is good practice to leverage good project management principles to assist and 

streamline the activities required. If you have access to a qualified project manager, that would be an 

advantage. Otherwise the key project management elements you should make sure are part of your project are: 

 

a. Project Terms of Reference / Project Charter. 

b. Project Execution Plan. 

c. Project Steering Group. 

d. Key milestones and deliverables. 

e. (Quantified) business benefits. 

 

8.6 PROJECT STRUCTURE – EXECUTION, STEERING AND GOVERNANCE 
The three aspects listed in the header above – Execution, Steering and Governance, go hand in hand in 

ensuring the smooth running, relevance, effectiveness and credibility of any data quality project. Having a 

good roadmap and execution plan in place helps ensure that the things that matter in such a project are 

defined. At the same time they also help to ensure the project follows a fairly straight course as there will 

typically be many forces at work that will tend to push things off course. For areas that are seen to be working 

and useful, more demands are likely from parties outside of the current scope. There will also be pushback as 

data quality metrics and the dashboards that are created provide a level of transparency on the data that not 

everybody welcomes. 

 

8.7 ACHIEVING EARLY SUCCESS 
As already mentioned above in section 10.3 on goal setting, it is important to realize early success because 

data quality management is not a short term exercise. And the power of metrics is that it creates an enormous 
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amount of transparency where it has historically been a black box except to those who have expertise in 

accessing the databases in use directly. 

 

It is advisable to develop clear targets and deliverables and to break these into discrete chunks that can be 

demonstrated on a monthly basis. Ensure regular communication with the key stakeholders and allow for 

intervention by the steering committee by showing results versus targets and how the project is progressing. 

 

There may be areas that fall behind targets and that is normal when pushing new boundaries. But by making 

this clear and with transparency on the data through metrics generated by the established business rules in the 

dashboard, stakeholders will get excellent opportunities to get directly involved in appreciating any 

difficulties faced, troubleshooting and also recommending alternative approaches. 

 

From a project management perspective, success is normally recognized when all milestones are hit, the 

project deliverables are realized and the project is within budget. For data quality metrics, targets will be about 

the following (among others): 

a. Types of data being checked. 

b. Number of agreed business rules implemented and tracked. 

c. Aggregated results. 

d. Progress trend line. 

 

As the initiative progresses, stakeholders and the community in general get more tuned in to the idea of the 

positive role that data quality metrics can play. The types of targets will evolve and become more 

sophisticated. The journey and progress will happen over time but needs to start with generating early success 

and acknowledgement in the organization of the value that data quality metrics brings.  
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9. CONCLUDING REMARKS 
This Data Quality Metrics set of guidelines (Parts 1, 2 & 3) has been designed to help you get started with 

implementing data quality metrics in your organization. We hope that it will fulfil that objective and help you 

to develop a working understanding of data quality metrics. 

The journey is long and sustainability is going to be a key consideration in any and all parts of the plan that 

you put in place. A good strategy and implementation plan is one of the critical success factors but the 

rewards are huge. 

For too long data management has been bogged down with fundamental problems that have been recurring 

over the past 40 years. The need to tap into new technologies is clear but we have been held back simply by 

the enormity of data quality problems. By solving data quality through the transparency of metrics and by 

ever-greening data through the use of a governance dashboard, we not only help resolve business problems 

but we can then also start to focus on doing more with data using data science and analytics methodologies 

and toolkits. 

If required, the Data Quality Metrics Working Group and Energistics will also be ready to help you in your 

journey towards improving the quality of your data.  

 

 

 

 

 

 


